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Abstract running only certain “nice” services on their machines,

In most of the P2P systems developed so far, all nodéering clear of music-piracy services, music piracy
play essentially the same role. In some appncatioﬁgtection services, or code-cracking endeavors by hack-
however, different machine capabilities or owner preg!s or the NSA.
erences may mean that only a subset of nodes in th©ne way to support such endeavors would be to form
system should participate in offering a particular ses-separate P2P overlay for each service, and let nodes
vice. Arranging for each service to be supported kyin all the overlays in which they wish to participate.
a different peer to peer network is, we argue hereThis is inefficient, however, as the same routing infras-
wasteful solution. tructure will have to be replicated repeatedly—a ma-
Instead, we propose a version of the Chord peer-thine may find itself pointing at the same successors
peer protocol that allows any subset of nodes in the ngitd fingers in an unlimited number of distinct P2P net-
work to jointly offer a servicewithout forming their works. Even worse, it might need to maintaiifferent

own Chord ring. Our variant supports the same &fuccessors and fingers in each of its networks.
ficient join/leave/insert/delete operations that the :sub—In this paper, we give an efficient mechanism for an

group would get if they did form their own separatgrbitrary set of nodes to form “subgroups” without in-

peer to peer network, but requires significantly less réar'easing their overhead. We augment the Chord proto-
sources than the separate network would.

£ h sub of hi | col to allow queries of the following form: find the first
or each subgroup 6f machines, our protoco US€%odein subgroup Xwhose address follows a given ad-

O(k) additional storage in the primal Chord ring. ThSress on the Chord ring. This query can be answered in

insertion or deletion of a node in the subgroup a_'?ﬁie samed(logn) time as standard Chord queries. To
the lookup of the next node of a subgroup all requi

O(logn) hops. fgin a given group, a machine perfori@glogn) routing

hops and deposits a tiny constant amount of additional
information. In other words, within the larger Chord
ring, we are able to simulate a Chord ring on the nodes

In most of the P2P systems developed, all nodes plgy8roup X. The maintenance traffic a node uses to

essentially the same role in the system. In many appli&intain its groups is negligible (per group) compared

cations, however, this might not be appropriate: nod9dhe amount of traffic the node spends maintaining the
might be heterogeneous either in their capabilities \fderlying Chord infrastructure.

their approved uses. From the capability perspectiveBesides the precisely measurable improvements in
a bandwidth-intensive application might wish to limigfficiency, our use of subrings instead of independent
itself to the subset of nodes with high connectivity, @ngs provides a less quantifiable reduction in complex-
storage-intensive one might focus on nodes with laripe by delegating some of the most complex parts of the
disks, a compute intensive one on fast machines. $og maintenance protocol to be performed only once,
cially, in an environment where many different P2P séay the primal ring, instead of once per subring. For

vices can be offered, some users might be comfortabl@ample, our approach simplifies the rendezvous prob-
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lem. To join a Chord ring, a node needs to identify, For the purposes of this work, we will ignore the
using some out-of-band mechanism, at least one ndaaertion and deletion of nodes into the (underlying)
already in the ring. This remains true for joining th€hord system itself.
base Chord ring in our protocol. But once a node is in
the base Chord ring’ it can eas”y join any existing Su@l.lr Results. The formal prObIem considered in this
group in the ring, without any new out-of-band conWork is the following. We have a subset of nodes in the
munication. Thus, if the primal join problem is solvefi€twork which are associated with some identifier
once (for example, by making all nodes in the worl@/e want to efficiently (in terms of storage and commu-
part of a primal Chord ring) it never needs to be afication) perform the following operations:
dressed again. As a second example, consider the use
of numerous redundant successor pointers by Chord to
provide fault tolerant routing in the presence of node
failures. Since the subrings live inside of a ring that
provides such fault tolerance, the subrings themselves
do not have to do so.

Our protocol works by embedding in the base Chord

ring, for each subgroup, a directory tree that lets a noglfte that our protocol has to handle an arbitrary num-
find its own successor in the subgroup. We arrangg, ¢ s hgroups in the P2P system simultaneously. Us-
for the edges of the directory tree to be fingers of t theLookup-function as a primitive, each node in a
C_hord ring so that traversing the directpry tree is_ Che%bgroup can determine its successor in the subgroup.
Finding the groupX successor of a given key Is acsq a5 with the base Chord protocol, we assume that
complished by finding the primal-ring successoof o ations are handled just like node failures: nodes re-
the key and then finding the groupsuccessor of nodepetedly insert themselves to stay in the system while

s (from a practical perspective, this suggests that sugle and are eventually expunged once they depart and
subring lookups will take roughly twice as long as stagfop inserting themselves

dard ones).

Insert(qg, X): Inserts the node with addregsnto
the subset with identifieX.

Lookup(q, X): Returns the first node succeeding
addresg that is a member of the subset with iden-
tifier X.

We will give algorithms forinsert andLookup that
Chord. Our discussions below are in the context ¢¢quireO(logn) hops to execute. The protocol does not
the Chord system [SMKO01] but our ideas seem applihave to know the size of the subgroups to operate. For
cable to a broader range of P2P solutions. Since we @&€h subgroup of sizk we have to stor@®(k) addi-
only interested in routing among subgroups of nodégnal data in the network (i.e. at nodes that are not
we can ignore item assignment issues and concentrigeessarily in the subgroup themselves), but at most
on the routing properties of the system. O(logn) data per subgroup at any single node.

Chord defines a routing protocol in which each nodeMoreover, our algorithms are load-balanced in the
maintains a set o®(logn) carefully chosen neighbordollowing sense. If random nodes cdlhsert and
calledfingersthat it uses to route lookups @(logn) Lookup, then the access load will be equally dis-
hops. To do so, it maps the nodes onto a ring which wibuted amond2(k) nodes. This precludes, for exam-
shall consider to be the intervi, 1] (where the num- ple, storing the entire group membership list at a single
bers 0 and 1 are identified). Every node receives raxle, since this node would get swamped with requests.
address some random (fractional) number in the intérk = 1 the claimed load balance does not offer much
val (e.g. by hashing the node’s name or IP-address)h@lp. While in this case we are already expecting the
node with addresathen maintainéinger pointergo all single member oK to cope with all requests t&, our
nodes with addresses of the fosmucda+ 27°), where approach does have the drawback of swamping a single
b > 1 is an integer. Bysucdx) we refer to the first non-member oX with routing requests. Presumably
node succeeding addresin the address space. It cagaching techniques can be used to address this issue.
be shown that with high probability, oni@(logn) of The simplest version of our protocol relies on a mi-
the pointers are distinct. Thus, each node ®@dsgn) nor technical modification of the Chord protocol. It re-
neighbors. quires that with every finger pointsucda+2-°) we



also maintain grefingerpointer to the immediate pre-a. It follows by the previous paragraph theawill hold
decessopred(a+2-°) of our finger. Hergored(x) de- s. This leads to the following algorithm for finding
notes the node preceding an addnes$n Chord, fin- in time O(logn). Walk up the path frong to the root.
gers are actually found by finding prefingers and takach time we arrive at a node along a left-child pointer,
ing their immediate successors, so maintaining the dakpect the contents of the node. This will ensure that
ditional prefinger information does not increase the prave inspect noda and thus that we find
cessing requirements of the protocol. Since a green node may be stored in all of its ances-
For completeness we also give (more complicatadys, this scheme usé3(logn) space per green node.
variants of our protocols that do without the prefing&e can improve this bound by noticing that we only
pointers. These protocols requitélognlog®n) hops, need to store in the highestnode in which it is stored
however. in the scheme above. Sinsés stored only at ancestors
of s, any query that traversemy node storings will
necessarily, as it continues up to the root, traverse the
highest node that storesThis reduces the space usage

In this section, we state and analyze a Diminishtt:.%O(l) per green node.

Chord protocol for subgroup creation. For simplicity,
we will just consider a single subgroup in the follow2.2 Embedding the Tree
ing discussion. We will refer to the nodes in the given

subgroup as “green nodes.” Later we will discuss tM¥e studied the tree because our approach using Chord
interactions between multiple groups. is to embed just such a tree into the Chord ring. This

can be explained most simply by assuming that all ad-
21 A Tree-Based Solution dresses in the Chord ri_ng are pccupied by nodes”; once
we have done so we will explain how to “simulate” the
To provide some intuition, we outline a solution for th&ill-ring protocol on a ring with only a small number of
case where the nodes in our P2P network have soredes.
how formed an ordered (by addresses) deptiogn) Our tree is actually built over a space of “address rep-
binary tree, such that each machine has a pointer torésentations” in the Chord ring. For each subgroup, we
parent machine in the tree. Some of the leaf nodeshiave abase addressga which for example could be
the tree can become green, and we want any leaf nedenputed as a hash of the group’s naxhelLet (a, b)
to be able to resolve a query of the form “what is thdenote the addregspy + b/2%) mod 1 for 1< a and
first green node following me in the tree?” 0 < b < 22 (recall that we have defined the Chord ring
To support such queries, we augment the tree so tttabe the interval0, 1], so all addresses are fractions).
every nodex stores the minimum address of a gregWote that representations are not unique—in particular,
node in the right subtree of if one exists. Note that (a,b) actually defines the same address$as 1, 2b)—
this requires storing at most one value in any node. bnt we will treat these as two distinct nodes in the tree.
fact, since each green node can be stored only in its &he work for a particular tree node will be done by the
cestors, each green node will gener@téogn) storage machine at the address the node represents; one ma-
in the tree. When a new node decides to become gregnine thus does work for at most one tree node on each
it takesO(logn) work for it to announce itself to itslevel of the tree.
O(logn) ancestors. We make thea, b) into a tree by lettinga, b) be the
Given such storage, we can easily answer a greparent of the two node@+1,2b— 1) and(a+ 1, 2b)
successor query. Letbe a leaf node andthe green (where(a, —1) := (a,2% — 1)). Note that under this def-
successor of.. Consider the root-leaf paths ¢pand to inition, one (the right) child of a node actually defines
s. These two paths diverge at some nadeth the path the same address as that node, while the left child is a
to g going left and the path tegoing right (sincesis a (not immediate) predecessor of the node. Furthermore,
successor of)). To be the green-successorgyfit must given the full address space assumption, the address gap
be thats is the first green node in the right subtree dfetween a node and its parent is a (negative) power of
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used to simulate a de Bruijn network over the full ad-
dress space in the Koorde protocol [KK03]. The work a
given addreséa, b) needs to do is simulated by the ma-
chine immediatelyrecedingthat address on the Chord
ring. We will call that machine(a,b).

a To implement botHnsert andLookup, we have to
traverse a path through the (logical) tree from a leaf ad-
dressqg towards the rooég until we find an answer. To
= a8 simulate this traversal, we need to visit all the nodes

! immediately preceding addresses on this path. We give

< two different algorithms for this. The first, simpler one
Jaarlia takesO(logn) hops, but requires that with each finger to
g a nodesucda+ 27P) in Chord we also maintain a pre-

finger topreda+ 27?), the node preceding the address

Figure 1: The Chord address space shown as a lodg:2 > As discussed above, prefingers are already
Nodes preceding the indicated addresses will be &und by Chord when it looks up fingers [SMR1].

lected as nodeg(a,b). The dashed lines show tree] hus, this additional information comes “for free.”
pointers from left children to their parents. For completeness, we sketch a second algorithm that

computes a node-to-root path without requiring prefin-
ger pointers. This algorithm tak&Xlognlog®n) hops
éﬂr Insert andLookup, and is considerably more com-
plicated to implement.

T Ta,+308

two—meaning that there is a finger pointing from ea
node to its parent (see Figure 1).

Notice also that the tree thus defined is properly afith Prefingers
dered with respect to the address space—that is, that the
set of addresses represented in a node’s subtree is a &dyen our embedding, there are two kinds of edges
tiguous interval of the ring, and that the subtrees of tR8 @ (logical) path through the tree. The edge from
two children of a node divide the node’s interval intd right child to its parent is easy to follow in simu-
two adjacent, equal-sized contiguous segments. It f@tion sincep(a+ 1,2b) = p(a,b), i.e. the two tree
lows that our tree-based green-successor algorithm B@fes are mapped to the same physical machine. It
be applied to this tree, and will return the minimal gredRerefore suffices to show how to get from a left child
tree-successor, which by the consistent ordering is aR@+ 1,2b— 1) to its parentp(a, b).
the minimal green address successor, of any node in th80 assume that we are at some mackine p(a+
tree. The depth of the tree is equal to the number b2b — 1) responsible for addres@+1,2b—1) and
bits in the address space, and this determines the ti@t to find the machinep = p(a,b) representing
to query or update the data structure. its parent(a,b). We know thatq; precedes address

The actual tree-structure of the addresses (i.e., whiar= @ + (2b— 1) /23, while g, precedes address =
finger is the parent pointer of a given address) deperds- 1/2**. First, we use the distance"Z*** prefin-
on the base addressas It would be prohibitively ex- ger from noded; to arrive at the nodg preceding ad-
pensive to record the tree structure; however, this is @iessaddr(a:) + 1/22*1. Then we repeatedly compute
necessary as the correct parent pointer can easily betge-successor af until we pass the address. This

termined as a function of the current address and elds the last node before addressi.e. nodeds.
base address. To bound the running time, note that we perform

one (prefinger) hop per move along the path. Since
the tree has depti®(logn), this results inO(logn)
hops. The prefinger fronp(a+ 1,2b — 1) may not

It remains to extend this scheme to sparsely populatent to exactly the node(a,b) that we want. For the
rings. We use the same “simulation” approach as wasdep(a+ 1,2b— 1) is at an address slightly preced-

2.3 Sparser Rings
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ing (a+1,2b— 1), so its prefinger may be at an adsearch at a nodg that is at distanc®((logn)/n) be-
dress slightly precedinga,b) and some nodes mightore g (note that findingg seems to require comput-
end up in the gap. So we may have to follow some sug predecessors to move backward on the ring, which
cessor pointers to reagiia,b). Nonetheless, it can beChord does not support, but we will remove this techni-
shown [SMK"01] that over the whole path the numbetality in a moment). Frong’ we use fingers to perform
of successor computations is or(logn) with high the same power-of-two hops that we would follow from
probability. g. By the previous paragraph, we will never overshoot
As with Koorde, it would seem that our simulatiothe addresses we wanted to traverse feprt the same
must perform a number of hops equal to the numiéne, those desired addresses will be odlylogn)/n)
of address bits. However all but the first few hops distance ahead of the nodes we visit; the random node
the simulation are actually in the purview of the santistribution means that in such an interval there will be
node, so take no time to simulate. The number of act@(llogn) nodes with high probability. To summarize,
hops performed in the simulation@(logn) with high our finger-following path will traverse a sequence of
probability. O(logn) nodes, each onlP(logn) nodes away from

the address we actually want to traverse.
Without Prefingers

In the previous algorithm we crucially needed the fact Chord actually proposes that each node keep point-
that we had access to prefinger pointers. Had we usgd to itsO(logn) immediate successors for fault toler-
fingers, the uneven distribution of nodes on the rirgce; these pointers let us reach the addresses we really
could have made us “overshoot” the addresses we @ént with one additional successor hop from each of
tually needed to traverse, without any option of bacte nodes we encounter on our path and thus accom-
tracking to them. The intuition in the following algoplish the lookup iO(logn) time.

rithm is to leave some “buffer” between the visited ma-

chines and the addresses on the path to absorb the over- i
shoot. If we do not have the extra successor pointers, we can

In this discussion, we use the word “distance” to d&QaCh each desired address us@goglogn) Chord

note the amount of the ring’s address space traversed By Y hops from the addresses we actually traverse.

afinger; i.e. afinger reaching halfway around the circ}; doing this separately for each address, we can

is said to traverse distance 1/2. ind all the addresses on the leaf-to-root pathgah

) . . O(lognloglogn) steps. This bound can be decreased

In the previous algorithm, we simulated the traver- 2 . )

sal of a sequence of addresses on the ring b traverstl%o(Iognlog n) by computing not just one path start-
g g by INg’ ©(logn) nodes beforg, but log" n paths starting at

the nodes immediately preceding those addresses, uallsgances o) n beforeq, (Here log®) stands for the

refinger pointers. The addresses we want to visit ar : : . S
P gerp . . i—ﬁmes iterated logarithm.) We omit the details in this
separated by distances that are exact (negative) powers

of two. Suppose that at each step, we instead trav 13RS in particular since 'this algprithm 's probably too
. . . complicated to be useful in practice.

the finger corresponding to the desired power-of-two

distance. This finger may traverse a slightly greater dis-

tance. But the random distribution of nodes on the ringlt remains to explain how to get around the re-

means that the distance traversed by the ring is oglyirement of starting the search at a nagevhich is

O(1/n) units greater than the intended power of tw@(logn) nodes beforey. Instead of going backward

and that over a sequence@flogn) hops, the distance®(logn) steps, we go forwar®(logn) steps using suc-

traversed i€O((logn)/n) units greater than the sum otessor pointers. If we encounter a green node, we are

the intended powers of two (this analysis is similar tione. If not, we end up at a nodéwith the same green

that used for Koorde [KKO3]). In other words, evesuccessor ag. Sinceq is at distancé®((logn)/n) pre-

with the overshoots, we remain quite close to the ioedingq’, we can use as the starting node to perform

tended path. the green node lookup fay’, also providing the answer

To cope with this overshoot, we arrange to begin tif@r q.
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2.4 Load Balance creating a separate routing infrastructure for each sub-
. _ roup.

For a given subgroup, our protocol treats_certaln noqge%dding a node to the subgroup, or locating a node of

(the qncestor; of green nodes) as “special” nodes tsubgroupthatfollowsagiven address taBésgn)

carty information about the subgroup. These nodes }%'ps. Although the algorithm is omitted for space rea-

tract query-answering work even though they are ngf.\s the deletion of nodes from a subgroup can be per-
part of the group, which may seem unfair. But mucﬂarmed in the same time bounds.
the same happens in the standard Chord protocol, Whergur scheme requires onQ(K)

certain nodes “near” (immediately preceding) a givesrﬂjbgroup, compared to tf@(klogk) storage resulting
node become responsible for answering lookups of t creating a new Chord ring for the subgroup. As
node. And like the Chord protocol, our protocol €5, ,,qeq to the naive scheme, however, our protocol re-
hibits a nice load balancing behavior when there aﬂiﬁires that information is stored at machines that are
numerous subgroups. Recall that for a subgiie o nart of the subgroup. We do not think that this
root- of the lookup tree for asubgroup namds de- g o significant problem however, as the protocol load
tgrmlned by a hash of the name, and is therefore eﬁ?sc'roughly equally distributed among at le@tk) ma-
tively random. Thus, by symmetry, all addresses hayi,es in the network — the machines corresponding to
the same probability of being on the lookup path forge yohk nodes in the embedded tree for a subgroup.
given subgroup query. Since Chord distributes nOdﬁ?nore complete analysis of the load distribution prop-

almost-uniformly over the address space, we can cfifies of our protocol will be in the full version of this
clude that the probability of any node being “hit” by ‘Baper.

subgroup query is small. More precisely, since thereBeyond the simple resource-usage metrics, our sub-

areO(logn) steps per subgroup query, and each node;is, 2 hroach has an important complexity benefit over
responsible for a®(1/n) fraction of the address spacene ysing redundant, independent rings for each sub-

in expectation, the probability a given node is hit by@roup. The primal chord ring needs to handle complex
subgroup query i©((logn)/n). correctness issues, keeping redundant successor point-
_Of course, queries about tisamesubgroup tend 10 g5 1o preserve ring connectivity in the face of node fail-
hit the same nodes. But suppose that many differgfts carefully maintaining successor pointers so as to
subgroups are formed. The random (hashed) placemgpiiy race conditions that would create artificial net-
of query tree roots means that queriesliberentsub- 41 partitions, and so on. Subrings can take all of this

groups arenot correlated to each other. This makes ffrastrycture for granted, using less robust but more
very unl_lkely for any node to be involved in queries fok¢icient algorithms and relying on the primal chord
many different subgroups. Space precludes fully iq{7q 1o guarantee eventual correctness. Our approach
malizing this effect, but as one particular example, SUy,s parallels Chord’s approach of layering efficient el-
pose tham different (possibly overlapping) subgroupgments (such as proximity routing) atop a core that fo-

are formed, and that one subgroup lookup is done {gfses on correctness issues (such as preserving connec-
each group. Then with high probability, each node {Rity).

the ring will be hit byO(m(logn)/n) subgroup queries.

storage per siz&-
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